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Compared	to	other	industries,
this	is	very	unnatural

• Because	we	all	know	how	to	realize	our	own	ideas	by	
programming	CPUs,	GPUs,	TPUs,	etc.
– Programs	used	in	every	phase

(implement,	verify,	test,	deploy,	and	maintain)
– Extremely	fast	iteration	and	differentiation	
– We	own	our	own	ideas
– A	sustainable	ecosystem	where	all	participants	benefit
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Can	we	replicate	this	healthy,	sustainable	
ecosystem	for	networking?
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Reality:	Packet	forwarding	speeds
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“Programmable	switches	are	10	-100x	slower	
than	fixed-function	switches.	They	cost	more	

and	consume	more	power.”
Conventional	wisdom	in	networking



Evidence:	Tofino	6.5Tb/s	switch	(arrived	Dec	2016)

The	world’s	fastest	and most	programmable	switch.
No	power	or	cost	penalty	compared	to	fixed-function	switches.

An	incarnation	of	PISA	(Protocol	Independent	Switch	Architecture)
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From	now	on,	PISA	will	have	the	same	speed,	
power	and	cost	as	fixed-function	switch	chips.

But,	why	now?
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PISA: An architecture for high-speed 
programmable packet forwarding
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P4.org (http://p4.org)
§ Open-source community to nurture the language

§ Open-source software – Apache license
§ A common language: P416

§ Support for various types of devices and targets
§ Enable a wealth of innovation

§ Diverse apps running on commodity targets
§ With no barrier to entry

§ Free of membership fee, free of commitment, and simple licensing
§ WGs: Language, (Machine) Architecture, API, Apps, and more
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Latest on P4
§ Embrace target heterogeneity without language churns
§ Architectural heterogeneity via architecture-language separation
§ Functional heterogeneity via extern types

§ Help reuse code more easily: portability and composability
§ Standard architecture and standard library
§ Local name space, local variables, parameterized sub-procedure-like constructs

§ Make P4 programs more intuitive and explicit
§ Expressions, sequential execution semantics for actions, strong type, and 

explicit de-parsing
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P4 has become the de-facto data-plane programming language 
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What exactly does a P4-to-PISA compiler do?



So,	what	kinds	of	exciting	new	
opportunities	are	arising?
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The	poster-child	use	case	is	
telemetry!
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“Which	path	did	my	packet	take?”1
“I	visited	Switch	1	@780ns,	

Switch	9	@1.3µs,	Switch	12	@2.4µs”

“Which	rules	did	my	packet	follow?”2

“In	Switch	1,	I	followed	rules	75	and	250.	
In	Switch	9,	I	followed	rules	3	and	80.	”

# Rule

1

2

3

…

75 192.168.0/24

…



“How	long	did	my	packet	queue	at	each	switch?”3 “Delay:	100ns,	200ns,	19740ns”

Time

Queue

“Who	did	my	packet	share	the	queue	with?”4



“How	long	did	my	packet	queue	at	each	switch?”3 “Delay:	100ns,	200ns,	19740ns”

Time

Queue

“Who	did	my	packet	share	the	queue	with?”4

Aggressor	flow!



The	network	should	answer	these	questions

1. “Which	path	did	my	packet	take?”
2. “Which	rules	did	my	packet	follow?”
3. “How	long	did	it	queue	at	each	switch?”
4. “Who	did	it	share	the	queues	with?”

PISA	+	P4	can	answer	all	four	questions	for	the	first	time,	
at	full	line	rate,	without	generating	any	additional	packets!

1
2
3
4



Log,	Analyze
Replay

Add:	SwitchID,	Arrival	Time,	
Queue	Delay,	Matched	Rules,	…

Original	Packet

Visualize

In-band	Network	Telemetry	(INT)
A	read-only	version	of	Tiny	Packet	Programs	[SIGCOMM’14]
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50	connections25	connections

Results	with	more	connections



What	does	this	mean	to	you?
• Improve	your	distributed	apps’	performance	with	
telemetry	data

• Huge	opportunities	for	big-data	processing	and	
machine-learning	experts	for	performance	debugging

• “Self-driving”	network	is	a	lot	closer	than	you	think
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PISA: An architecture for high-speed 
programmable packet forwarding

41

event processing



What	we	have	seen	or	heard	so	far:
Offloading	part	of	computing	to	PISA

1. DNS	cache
2. Key-value	cache	[NetCache - SOSP’17]
3. Key-value	replication	[NetChain - NSDI’18]
4. Consensus	acceleration	[P4xos	- CCR’16,	Eris	- SOSP’17]
5. Pub-sub	service
6. Parameter	service	for	distributed	deep	learning
7. Block	encryption	&	decryption
8. Pattern	matching

42

… built	with	PISA	machines
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Q:	How	can	you	ensure	a	high	throughput	and	bound	tail	latency?

Server

Load

Suppose	a	KV	cluster	coping	with
a	highly-skewed	&	rapidly-changing	workload

ToR

gets	and	puts



Here	comes	the	problem
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NetCache design	in	a	slide

Clients

Key-Value 
Cache

Query 
Statistics

High-performance Storage Servers

Key-Value Storage RackController

L2/L3 
Routing

ToR Switch Data plane

• Non-goal
– Maximize	the	cache	hit	rate

• Goal
– Balance	the	workloads	of	backend	servers	by	serving	

only	O(NlogN)	hot	items	-- N is	the	number	of	
backend servers!

– Make	the	“fast,	small-cache”	theory	viable	for	
modern	in-memory	KV	servers	[Fan	et.	al.,	SOCC’11]

• Data	plane
– Unmodified	routing
– Key-value	cache	built	with	on-chip	SRAM
– Query	statistics	to	detect	hot	items

• Control	plane
– Update	cache	with	hot	items	to	handle	dynamic	

workloads



The	“boring	life”	of	a	NetCache switch

test the switch performance at full traffic load. The value
process is executed each time when the packet passes an
egress port. To avoid packet size keeps increasing for read
queries, we remove the value field at the last egress stage
for all intermediate ports. The servers can still verify the
values as they are kept in the two ports connected to them.

• Server rotation for static workloads (§6.3). We use one
machine as a client, and the other as a storage server. We
install the hot items in the switch cache as for a full stor-
age rack and have the client send traffic according to a Zipf
distribution. For each experiment, the storage server takes
one key-value partition and runs as one node in the rack.
By rotating the storage server for all 128 partitions (i.e.,
performing the experiment for 128 times), we aggregate
the results to obtain the result for the entire rack. Such
result aggregation is justified by (i) the shared-nothing
architecture of key-value stores and (ii) the microbench-
mark that demonstrates the switch is not the bottleneck.

To find the maximum effective system throughput, we
first find the bottleneck partition and use that server in the
first iteration. The client generates queries destined to this
particular partition, and adjusts its sending rate to control
the packet loss rate between 0.5% to 1%. This sending rate
gives the saturated throughput of the bottleneck partition.
We obtain the traffic load for the full system based on this
sending rate, and use this load to generate per-partition
query load for remaining partitions. Since the remaining
partitions are not the bottleneck partition, they should be
able to fully serve the load. We sum up the throughputs of
all partitions to obtain the aggregate system throughput.

• Server emulation for dynamic workloads (§6.4). Server
rotation is not suitable for evaluating dynamic workloads.
This is because we would like to measure the transient be-
havior of the system, i.e., how the system performance
fluctuates during cache updates, rather than the system
performance at the stable state. To do this, we emulate
128 storage servers on one server by using 128 queues.
Each queue processes queries for one key-value partition
and drops queries if the received queries exceed its pro-
cessing rate. To evaluate the real-time system throughput,
the client tracks the packet loss rate, and adjusts its send-
ing rate to keep the loss rate between 0.5% to 1%. The
aggregate throughput is scaled down by a factor of 128.
Such emulation is reasonable because in these experiments
we are more interested in the relative performance fluctu-
ations when NetCache reacts to workload changes, rather
than the absolute performance numbers.

6.2 Switch Microbenchmark
We first show switch microbenchmark results using snake

test (as described in §6.1). We demonstrate that NetCache is
able to run on programmable switches at line rate.

Throughput vs. value size. We populate the switch cache
with 64K items and vary the value size. Two servers and
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Figure 9: Switch microbenchmark (read and update).
one switch are organized to a snake structure. The switch
is configured to provide 62 100Gbps ports, and two 40Gbps
ports to connect servers. We let the two servers send cache
read and update queries to each other and measure the maxi-
mum throughput. Figure 9(a) shows the switch provides 2.24
BQPS throughput for value size up to 128 bytes. This is bot-
tlenecked by the maximum sending rate of the servers (35
MQPS). The Barefoot Tofino switch is able to achieve more
than 4 BQPS. The throughput is not affected by the value size
or the read/update ratio. This is because the switch ASIC is
designed to process packets with strict timing requirements.
As long as our P4 program is complied to fit the hardware
resources, the data plane can process packets at line rate.

Our current prototype supports value size up to 128 bytes.
Bigger values can be supported by using more stages or using
packet mirroring for a second round of process (§4.4.2).

Throughput vs. cache size. We use 128 bytes as the value
size and change the cache size. Other settings are the same
as the previous experiment. Similarly, Figure 9(b) shows that
the throughput keeps at 2.24 BQPS and is not affected by the
cache size. Since our current implementation allocates 8 MB
memory for the cache, the cache size cannot be larger than
64K for 128-byte values. We note that caching 64K items is
sufficient for balancing a key-value storage rack.

6.3 System Performance
We now present the system performance of a NetCache

key-value storage rack that contains one switch and 128 stor-
age servers using server rotation (as described in §6.1).

Throughput. Figure 10(a) shows the system throughput un-
der different skewness parameters with read-only queries and
10,000 items in the cache. We compare NetCache with No-
Cache which does not have the switch cache. In addition,
we also show the the portions of the NetCache throughput
provided by the cache and the storage servers respectively.
NoCache performs poorly when the workload is skewed.
Specifically, with Zipf 0.95 (0.99) distribution, the NoCache
throughput drops down to only 22.5% (15.6%), compared to
the throughput under the uniform workload. By introducing
only a small cache, NetCache effectively reduces the load
imbalances and thus improves the throughput. Overall, Net-
Cache improves the throughput by 3.6⇥, 6.5⇥, and 10⇥ over
NoCache, under Zipf 0.9, 0.95 and 0.99, respectively.
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One	can	further	increase	the	value	sizes	with	more	stages,	
recirculation,	or	mirroring.

Yes,	it’s	Billion	
Queries	Per	Sec,	
not	a	typo	J



And	its	“not	so	boring”	benefits

NetCache	provides	3-10x	throughput	improvements.

Throughput of a key-value storage rack with 
one Tofino switch and 128 storage servers. 
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Summing	it	up	…
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Why	data-plane	programming?
1. New	features:	Realize	your	“beautiful	ideas”	very	quickly
2. Reduce	complexity:	Remove	unnecessary	features	and	tables
3. Efficient	use	of	H/W	resources:	Achieve	biggest	bang	for	buck
4. Greater	visibility:	New	diagnostics,	telemetry,	OAM,	etc.
5. Modularity:	Compose	forwarding	behavior	from	libraries
6. Portability:	Specify	forwarding	behavior	once;	compile	to	many	devices
7. Own	your	own	ideas:	No	need	to	share	your	ideas	with	others

“Protocols are being lifted off chips and into software”
– Ben Horowitz
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• PISA	and	P4:	The	first attempt	to	define	a	machine	
architecture	and	programming	models	for	networking	in	a	
disciplined way

• Inherently	multi-disciplinary;	we	need	more	expertise	
across	various	fields	in	computer	science

• It’s	super	fun	to	figure	out	the	best	workloads	for	this	new	
machine	architecture
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Some	observations


